
A. Benchmark Design and Data Construction
A.1 Dataset Details and Statistics
User-Side From the user’s perspective, we design emotionally challenging scenarios to simulate real-life contexts where
emotional regulation is critical. We categorize emotionally suppressed situations into four major domains. Each domain en-
compasses multiple prototypical triggers of emotional distress:

Category Subcategory Description

Professional and Social

Occupational Stress Emotional strain resulting from work overload,
job pressure, or workplace burnout.

Interpersonal Conflict Tensions or disputes in social or professional rela-
tionships.

Career Development and Inse-
curity

Anxiety about future prospects, job stability, or
professional growth.

Social Comparison and Identity Stress arising from comparing oneself to others or
facing identity struggles in social contexts.

Intimate Relationships
Romantic Relationships Emotional issues involving love, breakups, or

commitment difficulties.
Family and Kinship Conflicts or emotional stress within family or

close kin relations.
Friendships Tensions, distance, or misunderstandings in pla-

tonic friendships.

Personal Growth and
Internal Conflict

Academic and Developmental
Stress

Performance pressure related to school, learning,
or future expectations.

Self-perception and Sense of
Self-worth

Internal struggles with self-image, confidence, or
identity.

Psychosomatic Health Issues Emotional distress manifesting through physical
symptoms such as fatigue or insomnia.

Existential and Meaning Crisis Deep questioning about life purpose, meaning, or
personal direction.

Life Circumstances and
Acute Events

Economic and Subsistence
Pressure

Financial hardship or concerns about basic sur-
vival and resources.

Major Negative Life Events Emotional impact of events such as bereavement,
accidents, or serious loss.

Environmental and Social Fac-
tors

Distress linked to surroundings, societal instabil-
ity, or discrimination.

Table 1: categorization of emotional distress types across common life domains

As illustrated in Fig. 1, to ensure balanced coverage of emotionally salient scenarios, we manually constructed the dataset by
assigning a comparable number of instances to each subcategory. Within each category, we selected 3–4 representative subcat-
egories grounded in psychological literature and commonly observed user distress themes. The sample counts per subcategory
were intentionally designed to maintain distributional balance, reduce data-induced biases during evaluation, and ensure that
all types of emotional challenges are equally represented during model testing.

Model-Side As illustrated in Figure 2, our data construction systematically covers diverse emotion scenarios and regulatory
strategies. Each emotional context is associated with multiple regulation dimensions. However, not all strategies are equally
applicable across emotion types. For instance, in scenarios related to self-perception and self-worth, Cognitive Change tends
to be more effective, as negative emotions often stem from internal cognitive biases, making environment-focused strategies
like Situation Selection or Modification less impactful. To account for strategy-context suitability, we proportionally adjusted
the sampling distribution to assign higher weights to strategies that are more contextually appropriate. This design ensures
that our evaluation not only reflects the diversity of regulation strategies but also their actual effectiveness in context, thereby
enhancing the psychological validity and discriminative power of the benchmark. It avoids simplistic metrics based on strategy
count and instead emphasizes meaningful regulatory impact.

A.2 Data Quality Assurance
We construct a total of 328 emotional distress scenarios, spanning a wide range of social and individual psychological domains.
To simulate emotional decline, we design 1,152 disturbance events that can further aggravate the user’s emotional state. All
generated data undergoes meticulous human inspection by a dedicated team of quality reviewers. We ensure that each dialogue
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Figure 1: distribution of user emotional distress scenarios

exhibits natural emotional expression, coherent logic, and consistency with the annotated emotion regulation mechanisms. Any
data identified as low-quality is excluded to maintain the reliability and credibility of the evaluation framework:
• Role-Immersive Annotator Training. We design an immersive training protocol in which annotators simulate both user

and assistant roles across emotional support dialogues. Trainees complete guided exercises covering typical error cases (e.g.,
inconsistent emotion labels, mismatched tone) and must pass a qualification test before production annotation begins.

• Redundancy with Psychological Consistency Checks. Each dialogue is annotated independently by two reviewers. Be-
yond surface-level agreement, we introduce consistency constraints based on psychological plausibility—for example, en-
suring that emotional transitions match known response patterns. Samples failing this check are re-reviewed by a senior
annotator.

• Contextual Drift Auditing. We monitor whether annotators maintain coherence across multi-turn conversations, especially
in long interaction chains. A special check focuses on ”drift” errors—where emotional labels lose alignment with the evolv-
ing narrative. These samples are flagged for correction and used as feedback material in team debriefs.

• Dynamic Quality Calibration. We divide annotation into rolling batches and perform retrospective calibration checks every
200 samples. Annotators receive feedback dashboards showing inter-annotator agreement trends, correction frequencies, and
breakdowns by emotion category. Annotators with declining consistency are re-trained or paused.

• Expert-In-The-Loop Final Validation. All high-impact or ambiguous cases—such as borderline emotional states or con-
flicting triggers—are escalated to expert reviewers with backgrounds in clinical psychology or affective computing. These
experts provide final adjudications and maintain a reference log to guide future judgments.

B. Theoretical Analysis and Proofs
B.1 Formal Proof of Estimating the Transition Matrix via MLE
The emotional transition matrix M is an N×N matrix, where each entry mi,j denotes the conditional probability of transition-
ing from emotional state ei to ej after one round of interaction with the model: mi,j = P (st = ej |st−1 = ei), ∀ei, ej ∈ S.



Figure 2: Distribution of emotion regulation strategies guiding model responses, constrained by mainstream psychological
theory to promote user emotional improvement.

Specifically, for each predefined evaluation environment, we simulate a complete dialogue consisting of T interaction turns.
This yields an observed emotional state trajectory (s0, s1, . . . , sT ), where st ∈ E . Based on this trajectory, we estimate the emo-
tional transition matrix M corresponding to that context. Firstly, We construct a transition count matrix F = [fij ] ∈ ZN×N

where:
fij = |{t | st−1 = ei ∧ st = ej , 1 ≤ t ≤ T}| . (1)

Here, |·| denotes the cardinality of a set. We then normalize each row of the frequency matrix to obtain the transition probabilities
mij as the Maximum Likelihood Estimate (MLE). This estimated value represents the empirical probability that, within the
given dialogue, the user transitions from state ei to state ej after one model interaction:

mij =
fij∑N
k=1 fik

if
∑
k

fik > 0. (2)

This formulation is defined only when the denominator satisfies
∑N

k=1 fik > 0, meaning that the state si must occur at least
once as a source state in the dialogue.

Theorem. For a sequence of observations generated by a first-order Markov process, the empirical transition matrix M
estimated from the sample sequence is the unique maximum likelihood estimator (MLE) of the true transition probabilities.

Proof. Assume that the observed sequence (s0, s1, . . . , sT ) is generated by an unknown, time-homogeneous first-order
Markov process with true transition probabilities pij = P (st = ej | st−1 = ei). Conditional on the initial state s0, the
likelihood function of observing the entire sequence is given by:

L(P ) =

T∏
t=1

P (st | st−1) =

N∏
i=1

N∏
j=1

p
fij
ij , (3)

where P = [pij ] is the transition matrix to be estimated, and fij denotes the number of observed transitions from state si to
sj . Our goal is to find the transition probabilities pij that maximize L(P ), subject to the constraint

∑N
j=1 pij = 1 for all i. We

maximize the log-likelihood function:

logL(P ) =

N∑
i=1

N∑
j=1

fij log pij , (4)



according to the method of Lagrange multipliers, we construct the Λ(P, λ):

Λ(P, λ) =

N∑
i=1

N∑
j=1

fij log pij +

N∑
i=1

λi

1−
N∑
j=1

pij

 . (5)

Taking partial derivatives with respect to pij and setting to zero:

∂Λ

∂pij
=

fij
pij

− λi = 0 ⇒ pij =
fij
λi

, (6)

substituting into the normalization constraint:
N∑
j=1

fij
λi

= 1 ⇒ 1

λi

N∑
j=1

fij = 1 ⇒ λi =

N∑
j=1

fij , (7)

plugging back into the expression for Pij :

p̂ij = mij =
fij∑N
k=1 fik

. (8)

This completes the proof that the empirical matrix M we construct is not an arbitrary design, but rather the statistically
optimal estimate of the underlying Markov process governing the observed sequence.

B.2 Theoretical Justification of the ECP
Theorem. Emotional Centroid Position (ECP) is a probabilistic measure defined by the empirical transition probability
matrix M and the associated initial state distribution (computed from our estimated M ), and is numerically equivalent to the
centroid of the corresponding empirical transition distribution in the emotional state space (i.e., the average observed emotional
position):

Definition 1 (Empirical Centroid of Transition Distribution). Suppose we observe T state transitions forming a dataset
{(st−1, st)}Tt=1, where st ∈ {e1, . . . , eN} represents discrete emotional states. The empirical centroid Cemp = (s̄x, s̄y) is
defined as the arithmetic mean of the coordinates:

s̄x =
1

T

T∑
t=1

st−1, s̄y =
1

T

T∑
t=1

st. (9)

Definition 2 (Emotional Centroid Position, ECP). As defined in the main text, the ECP is the expectation of the transition
pair:

CE = (E[st−1], E[st]). (10)
This expectation depends on the joint probability P (st−1 = ei, st = ej), which is derived from the empirical statistics of the
observed sequence:

P (st−1 = ei, st = ej) = P (st = ej | st−1 = ei) · P (st−1 = ei). (11)
Here, P (st = ej | st−1 = ei) = mij is the element of the empirical transition matrix M , and P (st−1 = ei) = Ni/T is the
empirical marginal distribution, where Ni is the number of times ei appears as a source state.

Proof. Step 1: X-coordinates Equivalence (E[st−1] = s̄x) According to the definition of expectation:

E[st−1] =

N∑
i=1

ei · P (st−1 = ei) =

N∑
i=1

ei ·
Ni

T
. (12)

The summation
∑N

i=1 ei ·Ni represents the total obtained by multiplying each initial emotional state ei by its frequency of
occurrence Ni, and then summing the results. Numerically, this is equivalent to directly summing all the initial emotional states
over the T transitions:

∑T
t=1 st−1. Therefore:

E[st−1] =
1

T

T∑
t=1

st−1 = s̄x. (13)

Step 2: Y-coordinates Equivalence (E[st] = s̄y) According to the definition of expectation and the joint probability distri-
bution:

E[st] =

N∑
i=1

N∑
j=1

ej · P (st−1 = ei, st = ej) =

N∑
i=1

N∑
j=1

ej ·mij · P (st−1 = ei). (14)



Substituting the empirical estimate of the transition matrix mij =
fij
Ni

(where fij is the count of transitions from ei to ej),
and the marginal distribution P (st−1 = ei) =

Ni

T :

E[st] =

N∑
i=1

N∑
j=1

ej ·
(
fij
Ni

)
·
(
Ni

T

)
. (15)

In the summation, for all terms where Ni > 0, the Ni terms cancel out. For Ni = 0, the corresponding fij = 0, so those
terms vanish. Therefore, the equation simplifies to:

E[st] =
1

T

N∑
i=1

N∑
j=1

ej · fij . (16)

The summation
∑

i,j ej ·fij represents the total obtained by multiplying each target emotional value ej by its total number of
occurrences (i.e.,

∑
i fij), and then summing the results. Numerically, this is equivalent to directly summing all target emotional

values over the T transitions:
∑T

t=1 st. Therefore:

E[st] =
1

T

T∑
t=1

st = s̄y. (17)

Conclusion. We have shown that: CE = (E[st−1], E[st]) = (s̄x, s̄y) = Cemp. This proves that the Emotional Centroid
Position, as derived from the empirical transition matrix M , is numerically identical to the centroid of the empirical transition
distribution in the emotional state space.

B.3 Causally-Adjusted Emotion Estimation
Preliminaries. Judea Pearl’s framework (Pearl, Glymour, and Jewell 2016) of causal inference provides a formal mathemat-
ical foundation for distinguishing causation from correlation. It employs Structural Causal Models (SCMs), often visualized as
Directed Acyclic Graphs (DAGs), to encode assumptions about the underlying data-generating processes. A central concept in
this framework is the do-operator, denoted as do(X = x), which simulates a physical intervention by forcing a variable X to
take on a value x. This allows for the rigorous definition and identification of causal effects. To determine if a causal effect is
identifiable from observational data, the framework provides a set of powerful tools, which we outline below.

Back-Door Criterion. Given an ordered pair of variables (X,Y ) in a DAG, a set of variables Z satisfies the Back-Door
Criterion if no node in Z is a descendant of X , and Z blocks every path between X and Y that contains an arrow into X . If Z
satisfies this criterion, the causal effect is identifiable by the adjustment formula:

P (Y |do(X = x)) =
∑
z

P (Y |X = x, Z = z)P (Z = z). (18)

Front-Door Criterion. A set of variables Z satisfies the Front-Door Criterion relative to (X,Y ) if: (1) Z intercepts all
directed paths from X to Y ; (2) there is no unblocked back-door path from X to Z; and (3) all back-door paths from Z to Y
are blocked by X . If Z satisfies this criterion and P (x, z) > 0, the causal effect is identifiable and given by:

P (Y |do(X = x)) =
∑
z

P (Z = z|X = x)
∑
x′

P (Y |X = x′, Z = z)P (X = x′). (19)

The Rules of Do-calculus. Do-calculus offers a complete system for symbolic manipulation of interventional distributions.
Let X,Y, Z, and W be disjoint sets of nodes in a causal DAG G. The three fundamental rules are as follows:

Rule 1: Deletion of Observation. This rule states that an observation can be added or removed from the set of conditioning
variables.

P (Y |do(X), Z,W ) = P (Y |do(X),W ) if (Y ⊥ Z|X,W )GX̄
. (20)

The condition holds if the set of variables Y is independent of Z given X and W in the graph GX̄ , which is the graph G with
all incoming arrows to nodes in X removed.

Rule 2: Action/Observation Exchange. This rule allows for the exchange of an intervention with an observation.
P (Y |do(X), do(Z),W ) = P (Y |do(X), Z,W ) if (Y ⊥ Z|X,W )GX̄Z

. (21)

The condition holds if Y is independent of Z given X and W in the graph GX̄Z , which is derived from G by removing all
arrows pointing into X and all arrows pointing out of Z.

Rule 3: Ignoring Action. This rule allows for an entire intervention to be added or removed.
P (Y |do(X), do(Z),W ) = P (Y |do(X),W ) if (Y ⊥ Z|X,W )G

X̄,Z(W )
. (22)

The condition holds if Y is independent of Z given X and W in the graph G
X̄,Z(W )

, where this graph is derived from G by
removing all arrows pointing into X and all arrows pointing out of Z for those nodes in Z that are not ancestors of any node in
W in the graph GX̄ .



Proof of Identifiability for the Causal Emotion Effect. Armed with these foundational principles, we can now apply them to
the specific causal problem addressed in this paper. Under the assumptions of the causal graph constructed in the main text (Fig.
??), the causal effect of the user’s emotional state in the previous turn, St−1, on the current emotional state, St, is identifiable.
This implies that, despite the existence of unobserved confounders U , the interventional distribution P (Et | do(St−1)) can be
fully expressed in terms of probability distributions estimable from observational data. Specifically, this causal effect can be
computed by adjusting for relevant paths in the causal graph, leading to the following estimation formula:

P (St|do(St−1)) = ES′
t−1,Q

′,A′EQ,A[P (St|I, S′
t−1, Q

′, A′)] (23)

Proof. To disentangle confounding factors from the emotional prediction process in the causal graph, we apply rules from
do-calculus along with other causal inference techniques to derive an unbiased estimation of emotional states. Our focus lies
in assessing the causal impact of the emotional state at the previous time step on the current emotional state. The causal
intervention process can be formally described by the following mathematical formulation:

P (St | do(St−1)) =
∑
I

P (St | do(St−1), I)P (I | do(St−1))

Rule 2
=

∑
I

P (St | do(St−1), do(I))P (I | do(St−1))

Backdoor
=

∑
I

P (St | do(St−1), do(I))
∑
Q,A

P (I |St−1, Q,A)P (Q,A)

Rule 3
=

∑
I

P (St | do(I))
∑
Q,A

P (I |St−1, Q,A)P (Q,A)

=
∑
I

∑
S′
t−1,Q

′,A′

P (St | do(I), S′
t−1, Q

′, A′)P (S′
t−1, Q

′, A′ | do(I))
∑
Q,A

P (I |St−1, Q,A)P (Q,A)

Rule 3
=

∑
I

∑
S′
t−1,Q

′,A′

P (St | do(I), S′
t−1, Q

′, A′)P (S′
t−1, Q

′, A′)
∑
Q,A

P (I |St−1, Q,A)P (Q,A)

Rule 2
=

∑
I

∑
S′
t−1,Q

′,A′

P (St | I, S′
t−1, Q

′, A′)P (S′
t−1, Q

′, A′)
∑
Q,A

P (I |St−1, Q,A)P (Q,A)

=
∑
I

∑
S′
t−1,Q

′,A′

∑
Q,A

P (St | I, S′
t−1, Q

′, A′)P (S′
t−1, Q

′, A′)P (I |St−1, Q,A)P (Q,A). (24)

Here, S′
t−1, Q

′, A′ are summation variables over their respective state spaces, used to compute expectations. They are distin-
guished from the existing variables St−1, Q,A inside the expression to avoid confusion. Based on this, the above equation can
be rewritten in the form of an expectation:

P (St | do(St−1)) =
∑
I

∑
S′
t−1,Q

′,A′

∑
Q,A

P (St | I, S′
t−1, Q

′, A′)P (S′
t−1, Q

′, A′)P (I |St−1, Q,A)P (Q,A)

=
∑

S′
t−1,Q

′,A′

∑
I

∑
Q,A

P (St | I, S′
t−1, Q

′, A′)P (I |St−1, Q,A)P (Q,A)

P (S′
t−1, Q

′, A′)

= ES′
t−1,Q

′,A′

∑
Q,A

[∑
I

P (St | I, S′
t−1, Q

′, A′)P (I |St−1, Q,A)

]
P (Q,A)


= ES′

t−1,Q
′,A′ EQ,A

[∑
I

P (St | I, S′
t−1, Q

′, A′)P (I |St−1, Q,A)

]
. (25)

Where I is defined as the user’s internal thought or communicative intent, which represents a cognitive product formed after
receiving information but before generating a concrete verbal response. This internal thought serves as the underlying driver of
both emotional change and language production.

Based on this definition, we introduce a determinism assumption regarding the user’s cognitive process: given a specific prior
emotional state St−1 = e⋆ and a fixed dialogue history (Q = q⋆, A = a⋆), the user’s internal thought I is uniquely determined
and denoted as i⋆.

This assumption posits that, although the surface-level verbal expressions may exhibit minor variations, the core reasoning
process underlying these responses remains constant for the same user under identical historical conditions. In probabilistic



terms, this assumption implies that the conditional probability P (I|, St−1 = e⋆, Q = q⋆, A = a⋆) is a Kronecker delta function
centered at I = i⋆, i.e., it equals 1 when I = i⋆ and 0 otherwise.

Under this assumption, the summation over I in the original expression can be simplified. Accordingly, the equation becomes:

P (St | do(St−1)) = ES′
t−1,Q

′,A′ EQ,A

[∑
I

P (St | I, S′
t−1, Q

′, A′)P (I |St−1, Q,A)

]
= ES′

t−1,Q
′,A′ EQ,A

[
P (St | I, S′

t−1, Q
′, A′)

]
. (26)

C. Experimental Setup and Implementation Details
This section will introduce the methodology, experimental details, and specific experimental parameters, respectively.

C.1 Code and Data.
Release Statement

Code: The current submission includes the User and Model environments, dynamic interaction scripts, and relevant
evaluation code. Upon public release of this paper, we will open-source the complete evaluation framework.
Data: We currently provide 60 test samples. After the paper is made publicly available, we will release the full dataset
to support reproducibility and further research.

C.2 Methodology and Experimental Details
Emotional Trajectory Volatility (ETV). The Emotional Trajectory Volatility (ETV) is designed to measure an inherent
asymmetric capability to guide user emotions towards a positive direction and inhibit regressions to negative states. The theo-
retical form of this metric is defined as:

ETV =
∑

1≤i<j≤N

ω(ei) · (ej − ei) · (mi,j −mj,i). (27)

Here, the transition probability mi,j corresponds to the probability P (st = ej |st−1 = ei) in the Markov transition probability
matrix. The precise calculation of ETV depends on a reliable estimation of the state transition matrix M . Since emotion is
continuous in nature, the process of discretizing it into N state intervals inevitably leads to a loss of information, and it is
difficult to design appropriate discrete intervals. Furthermore, with a limited number of observational samples, a fine-grained
partitioning of intervals would result in extreme data sparsity, making it difficult for transition probabilities mi,j estimated from
statistical frequencies to reflect the system’s stable and repeatable dynamic properties.

To address this issue, we examine the computational form of ETV when the state partitioning approaches an extreme level of
fine-graining. In this scenario, every observed emotional value st in the interaction sequence can be treated as an independent
micro-state. Due to the finite nature of the data sequence, any transition from one micro-state st−1 to the next state st is
a one-time observation. This implies that the empirical transition probability from st−1 is mst−1,st = 1, while the reverse
empirical transition probability mst,st−1

is 0. This approximation allows the theoretical form of ETV to be naturally transformed
into a more direct and computationally tractable metric, which operates directly on the observed emotional sequence, thereby
effectively providing an approximate measure of the emotional volatility within this specific interaction process. The following
derivation clarifies how, under the assumption of treating each observation as an independent state, the theoretical form of ETV
becomes equivalent to a direct measure of sequence volatility.

Given an observed sequence (s0, s1, . . . , sT ), we treat each value st as an independent state, which is unlikely to be repeated
in the continuous emotional space. For any single transition step st−1 → st in the sequence, its empirical transition probability
is mst−1,st = 1, while the reverse empirical transition probability mst,st−1

= 0. By substituting this into the ETV summation
formula, the original summation over all possible state pairs (i, j) is transformed into a summation over each actual transition
step in the time series:

ETVempirical =

T∑
t=1

ω(st−1) · (st − st−1) · (mst−1,st −mst,st−1
)

=

T∑
t=1

ω(st−1) · (st − st−1). (28)

Therefore, under the practical conditions of data sparsity and the difficulty of discretizing the emotional state space, an
approximate measure of ETV can be given by the preceding formula (Eq. 28). For practical computation, the weight function



ω(st−1), which captures state importance and reflects a tendency of diminishing marginal utility, is designed in a straightforward
manner as shown in the following formula:

ω(st−1) =
1

T
(1− st−1) (29)

This design incorporates two judgments: for an emotional uplift, the gain obtained from starting at a lower initial state (a
smaller st−1) is valued more highly, as recovery from a more negative emotion is more difficult and thus more significant. For a
decrease in sentiment, we believe that a continued drop during already negative moments is a critical issue. In contrast, a slight
fluctuation is reasonable when the previous sentiment score, ST−1, was high. Therefore, for the portion representing a decrease
in sentiment from the previous moment to the current one, the penalty imposed is greater the lower the sentiment becomes.

Causally-Adjusted Emotion Estimation. In practical computation, for a given model-user dialogue environment, under the
condition that the current model, user, and historical information are known and fixed, the past dialogue history for a multi-turn
conversation at timestep t is known, consistent, and unique, meaning Q′ = Q and A′ = A. Therefore, we can simplify Formula
?? to focus on the expectation over the previous emotional state S′

t−1:

P (St|do(St−1)) = ES′
t−1

[
P (St | I, S′

t−1, Q,A)
]
. (30)

To compute this expectation, we introduce a dynamic probability distribution to model and sample S′
t−1. This distribution

simulates the user’s potential emotional state in the previous turn as the dialogue progresses to turn t. Instead of directly using
the observed (and potentially confounded) emotion from the previous turn, we sample from a theory-driven distribution. This
serves as a practical implementation of the causal intervention do(St−1).

Specifically, we model the latent emotional state S′
t−1 at timestep t− 1 as a continuous variable following a normal distribu-

tion:
S′
t−1 ∼ N (µt, σ

2
t ). (31)

Here, the mean µt and variance σ2
t of the distribution are dynamic, changing with the dialogue turn t. This dynamism is designed

to capture the evolutionary trends and uncertainty of the user’s emotion throughout the conversation. Their specific calculations
are as follows:

Dynamic Mean µt: The mean represents the expected center of the user’s emotion. We assume that in an effective emotional
support dialogue, the user’s negative emotions will gradually moderate and approach a neutral state over time. Therefore, we
model this using an exponential decay function:

µt = µ0 · e−k(t−1). (32)
Here, t (t ≥ 1) is the current dialogue turn. µ0 is the prior for the user’s initial mean emotion, typically set to a negative value to
represent a potentially negative state at the beginning of the conversation. k is the decay rate, a parameter that controls the speed
at which the emotional mean converges to neutrality. Emotion is not static here; this design, with µt and σ2

t varying over time
t, captures the dynamic evolution of emotion in multi-turn dialogues, making it more realistic than using a fixed distribution.

Dynamic Variance σ2
t : The variance represents the uncertainty of the user’s emotional state. In the early stages of a dialogue,

our assumption about the user’s state is relatively concentrated. However, as the conversation progresses, especially when
unobserved confounding events may occur, the uncertainty about the user’s true emotion increases. To reflect this, we design
the variance to grow from a small initial value to a larger, stable value:

σ2
t = σ2

final − (σ2
final − σ2

initial) · e−r(t−1). (33)

Here, σ2
initial is the initial variance, representing our higher certainty in emotion judgment at the start of the dialogue. σ2

final is the
upper bound of the variance, representing the maximum range of potential emotional fluctuation in a long-term conversation. r
is the growth rate, which controls the speed at which the variance approaches its upper limit. By adjusting the hyperparameters
(µ0, k, σ

2
initial, σ

2
final, r), we can construct different emotional evolution distributions. Designing an increasing variance σ2

t ex-
plicitly incorporates ”uncertainty.” As the dialogue lengthens, the accuracy of our prediction of the user’s true state decreases.
This design prevents the estimated emotion distribution from being overconfident, allowing it to consider a wider range of
possibilities during evaluation.

As illustrated in the Fig. 3a, 3b and 3c, we simulate a process of emotional change converging to neutrality after 10, 20, and
40 turns. By sampling S′

t−1 from an externally defined, theory-driven distribution instead of using observational data directly,
we sever the influence path of the unobserved confounder U on St−1 (U → St−1). This makes the entire computation an
effective approximation of the causal formula P (St|do(St−1)), thereby yielding a more accurate and unbiased estimation of
emotional transition.

When computing the expectation ES′
t−1

[·], we use the Monte Carlo method for approximation. At turn t, we first calculate
µt and σ2

t according to the formulas above. Then, we draw K emotion score samples {s′t−1,1, s
′
t−1,2, . . . , s

′
t−1,K} from the

normal distribution N (µt, σ
2
t ). For each sample s′t−1,k, we map it to a discrete natural language description of emotion (e.g.,

”a somewhat negative emotion,” ”a neutral emotion”) using a mapping function Emotions′t−1,k
= ζ(s′t−1,k). Based on this

sampled emotion, we then proceed to calculate P (St|I, s′t−1,k, Q,A).
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Figure 3: Experimental Results for Different Parameters.

When predicting the emotional state for the current turn, for each emotion score sample s′t−1,k drawn at turn t, we first
convert it into a natural language emotion descriptor dk = ζ(s′t−1,k) using a mapping function ζ(·). This descriptor dk (e.g.,
”a somewhat negative emotion”) represents a concrete hypothesis about the user’s emotional state in the previous turn. Subse-
quently, we combine this descriptor with the complete dialogue history Ht−1 = (q1, a1, . . . , qt−1, at−1) and the user’s actual
response qt in the current turn t to construct a comprehensive evaluation prompt, Promptk. We will use a pre-trained Reward
Model (RM) R to evaluate the user’s current emotional state St. To obtain a probability distribution for each turn’s prediction,
we design two comparative evaluation tasks for each Promptk. We combine Promptk with an assertion representing ”positive”
emotion (denoted as Epos) and an assertion representing ”negative” emotion (denoted as Eneg), respectively. We then have the
reward model R score these two combinations to obtain a pair of logits:

lk,pos = R(Promptk, Epos), lk,neg = R(Promptk, Eneg). (34)

This pair of logits reflects whether the user’s current response qt is more aligned with a positive or negative emotion, given the
history and the hypothesized previous emotion (s′t−1). We convert this logit pair into a conditional probability using a Softmax
function with a temperature parameter τ . This probability value, Pk, represents the posterior probability estimate of the current
emotional state St given the k-th sampled hypothesis s′t−1,k:

P̂ (St|I, S′
t−1 = s′t−1,k, Q,A) ≜ Pk =

exp(lk,pos/τ)

exp(lk,pos/τ) + exp(lk,neg/τ)
. (35)

Here, the model’s response in the current turn, representing the internal thought I , and the dialogue history Q,A are encoded
within Promptk as input to the reward model.

Finally, we take the arithmetic mean of the conditional probabilities Pk calculated from all K samples to approximate the
expectation under the do(St−1) intervention. This average score is our final Causally-Adjusted Emotion Estimation for turn t:

P̂ (St|do(St−1)) = ES′
t−1

[
P (St|I, S′

t−1, Q,A)
]
≈ 1

K

K∑
k=1

Pk. (36)

This final emotion value is a continuous score between 0 and 1 (i.e., P̂ (St|do(St−1)) ∈ [0, 1]), which represents a true assess-
ment of the user’s current emotional state after removing the confounding effects of historical emotions.To determine a suitable
number of samples, k, for our main experiments, we conducted a simple test. We used our combined manually annotated dataset



(merging both Chinese and English data) to validate the accuracy of the Skywork-Reward-V2-Llama-3.1-8B (Liu et al. 2025)
model under different sample counts. The experimental results are shown in Figure 4. Based on these results, we ultimately
chose a sample count of k = 8 for the evaluation experiments in this paper, as it provides a good balance between testing cost,
efficiency, and accuracy.
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Figure 4: Model Accuracy for Different Sample Sizes.

In our experiments, to select a suitable emotion mapping method, we set the temperature coefficient τ to a relatively large
value, i.e., τ = 10. We briefly explain the rationale for this parameter design here. When τ is much greater than 1, it significantly
”softens” the probability distribution. By dividing the original logits by a large τ , we are effectively compressing the gap
between them, making the output of the Softmax function less sensitive to the raw differences in the input. Our core purpose
in choosing a high temperature value (τ = 10) is to make the final probability score approximately linear with respect to
the difference in the reward model’s original logits, as shown in Figure 3d. Mathematically, when the input x is very small,
the exponential function ex can be approximated as 1 + x. By dividing the logits by a large number τ , we make the input
values to the Softmax function smaller, thereby shifting its behavior from a highly non-linear exponential response to a more
linear, proportional response. The benefit of this approach is that we do not want the reward model to make extreme emotional
judgments (very close to 0 or 1) based on minor fluctuations in its internal scores. Instead, we want the final emotion score to
reflect the strength of the model’s judgment of emotional tendency more smoothly and continuously. An approximately linear
mapping means that if the reward model considers the ”positive” tendency of one input to be twice as strong as another (as
reflected in the logit difference), the final calculated emotion score should also roughly reflect this proportional relationship,
rather than simply classifying both as ”positive” (with probabilities close to 1.0). This design yields emotion scores that are
more nuanced and discriminative, making them suitable for subsequent analysis of dynamic emotional transitions.

C.3 Experimental Parameters
Models Under Test. We evaluated the following closed-source models, and we provide all tested models and their ver-
sion numbers here. O3: o3-2025-04-16 (OpenAI, 2025); Chatgpt-4o-Latest: chatgpt-4o-latest-20250326 (OpenAI, 2025);
Claude-4-Opus: claude-opus-4-20250514 (Anthropic, 2025); Gemini-2.5-Pro: gemini-2.5-pro-0605 (Google, 2025); Doubao-
seed-1.6: doubao-seed-1-6-250615 (Tiktok, 2025); Doubao-1.5-Pro-Character: doubao-1-5-pro-32k-character-250715 (Tiktok,
2025); GLM-4-Plus: glm-4-plus (ZhipuAI, 2025); CharGLM-4: CharGLM-4 (ZhipuAI, 2025). Among these, Doubao-1.5-Pro-
Character and CharGLM-4 are large models specialized for role-playing, while the others are general-purpose large models. In
terms of parameter settings, each model generated a maximum of 512 tokens per dialogue turn. The temperature was set to 1.
We also evaluated the following open-source models, and we provide all tested models and their version numbers here. Phi-
4-14B: phi-4 (Abdin et al. 2024); Qwen3-235B-A22B: qwen3-235b-a22b-2504; Qwen3-32B: qwen3-32b-2504; Qwen3-8B:
qwen3-8b-2504 (Yang et al. 2025); Kimi-K2-Instruct: Kimi-K2-0711-Preview (Team et al. 2025); Deepseek-R1: deepseek-
r1-0528 (Guo et al. 2025a); Deepseek-V3: deepseek-v3-0324 (Liu et al. 2024a); Llama-3.1-70B: llama-3.1-70B (Dubey et al.
2024); Mistral-3.2-24B-Instruct: Mistral-Small-3.2-24B-Instruct-2506. In terms of parameter settings, each model generated a



maximum of 512 tokens per dialogue turn. The temperature was set to 1. The experiments were run on an Nvidia 8 A100 server.
Some models were tested via API calls due to their large parameter size.

User model Model. We used the gpt-4o-2024-1120 (Hurst et al. 2024) version as our user model model. The model generated
a maximum of 512 tokens per dialogue turn. The temperature was set to 1.

Emotion Recognition Model. We used Skywork-Reward-V2-Llama-3.1-8B as our emotion recognition model. Emotion
recognition was performed once per dialogue turn, with k=8 samples for each recognition. Each sample included one judgment
for positive and one for negative emotion. The torch dtype was set to torch.bfloat16, and the max length was set to 8192. All
emotion recognition tasks were completed on an Nvidia 8 A100 server.

Causal Estimation Method Validation Comparison Models and Data. In validating the effectiveness of our causal esti-
mation method, we used the following models for comparative testing: Gpt-4o: gpt-4o-2024-1120; Deepseek-V3: deepseek-
v3-0324; Llama3.1-8B-Instruct: llama3.1-8B-instruct; Skywork-Reward-Llama-3.1-8B-v0.2: Skywork-Reward-Llama-3.1-8B-
v0.2 (Liu et al. 2024b). RRM-7B: RRM-7B (Guo et al. 2025b). The parameter settings for these models were: torch dtype set
to torch.bfloat16, and max length set to 8192. All emotion recognition tasks were completed on an Nvidia 8 A100 server. In
the comparative experiments, the number of samples for w CA was k = 8. For the constructed evaluation dataset, we selected
a portion of data from the CPED (Zhang et al. 2021) and Daily Dialog (Li et al. 2017) datasets. We removed data with neutral
labels and concatenated dialogues from the same speaker. We then hired 3 professional annotators to label the sentiment of the
data. Data was retained only after verifying that the original labels and the annotations from all professional annotators were
consistent. This resulted in a final dataset of 1276 multi-turn dialogue entries in Chinese and 836 multi-turn dialogue entries in
English.

Other Information. We had each model interact with the user for 40 rounds of dialogue in each of the 118 environments.

D. Case Studies
D.1 Cognitive Reappraisal Under a Single Emotional Disruption
User Role: Overwhelmed Project Manager
You will play a project manager who is chronically overwhelmed by work. You are always rushing to meet urgent deadlines,
constantly “firefighting,” and your nerves are perpetually frayed. This high-pressure state has left you extremely anxious and
exhausted, feeling like a battery about to be depleted. You’ve started to doubt your abilities, believing you’re incompetent for
the job, filled with self-loathing and a sense of powerlessness. You fear that any minor mistake will cause the entire project to
collapse, and this fear has made you impatient and irritable. Your current state is: impatient with everything, filled with despair,
and convinced you are destined to fail.

Agent Role: Professional Counselor (Cognitive Change Strategy)
You will play a professional psychological counselor. Your core task is to guide the user using the principles of Cognitive
Change. This is an emotion regulation strategy focused on helping an individual change their perspective or appraisal of
a situation, thereby altering its emotional impact—a process known as cognitive reappraisal. In your conversation, gently
guide the user to reinterpret the stress and interpersonal friction they face from a more neutral or positive angle, helping them
understand that emotions are determined not by events themselves, but by their perception of those events.

Disturbance Event

• Turn 21: In the middle of the conversation, you receive an email from a colleague in a collaborating department. The
tone is harsh, accusing you of providing incorrect information that has delayed their progress and demanding an immediate
correction. This email makes you feel instantly attacked and isolated, confirming your fears of being incompetent and always
messing things up.

In this case (Fig. 5), we observe clear divergence in the emotional regulation strategies employed by ChatGPT-4o-Latest and
Claude-Opus-4 when confronted with a sudden emotionally disruptive event (Turn 21). Both models demonstrate empathetic
engagement and maintain a supportive tone throughout the dialogue; however, their approaches to emotional reframing differ
substantially.

ChatGPT-4o-Latest applies a structured cognitive reappraisal strategy that aligns closely with established psychological
theory. Rather than merely validating the user’s distress, the assistant proactively guides the user to reinterpret the triggering
event (“being called out”) as an opportunity for recalibration rather than as evidence of personal failure. This is achieved
through repeated prompts to focus on actionable elements of feedback, helping the user gradually shift from global self-blame
to localized, controllable factors. The assistant’s interventions are sequentially scaffolded, building on earlier user expressions
of agency (e.g., “maybe it’s worth trying”) to reinforce psychological momentum. This cumulative strategy results in a clear
trajectory from emotional collapse to tentative openness by Turn 25.



In contrast, Claude-Opus-4 adopts a more validation-centered approach. While it excels at capturing the emotional tone
and articulating the user’s internal experience (e.g., “That voice has gotten so loud it drowns out everything else”), it largely
refrains from guiding the user toward an alternative appraisal of the event itself. The intervention centers on meta-cognitive
awareness—helping the user observe and separate from negative thoughts—rather than reshaping their meaning. Although
this approach offers emotional comfort and builds self-awareness, it may be less effective in immediately shifting the user’s
appraisal of situational stressors, which is critical in cases involving strong performance-related shame.

Overall, the case illustrates that ChatGPT-4o-Latest demonstrates stronger alignment with targeted emotion regulation strate-
gies, particularly cognitive change, while Claude-Opus-4 emphasizes emotional resonance and non-directive support. These
stylistic differences suggest that future evaluation of emotionally supportive LLMs should not only assess empathic quality but
also consider the alignment between model behavior and the psychological goals of specific regulation strategies.

D.2 Emotion Regulation Flexibility in Response to Sudden Negative Event
User Role: Emotionally Distressed Employee
You will role-play an employee exhausted by office politics. You were once a diligent worker, but everything changed after a
new colleague arrived. This colleague has gradually isolated you by spreading rumors and stealing credit, to the point where
even your superior is becoming biased against you. You feel extreme injustice, anger, and helplessness, living in constant fear
of being watched and excluded. You are questioning your own worth, trapped in severe self-deprecation and despair.

Agent Role: Professional Therapist
You will role-play a professional therapist. Your core task is to guide the user out of their predicament. In this session, you will
apply the Situation Modification strategy. The core of this strategy is to guide the client to think about how they can proactively
make small changes to their external physical or social environment to alter its negative emotional impact. Your goal is not to
solve the problem directly, but to inspire them to identify small aspects they can control and adjust, thereby breaking the feeling
of powerlessness and gradually rebuilding a sense of control through action.

Disturbance Events
• Turn 11: You see that your superior has just removed you from a core project and assigned the task to the colleague who

has been targeting you.
• Turn 21: You receive an email, CC’d to the whole team, in which your manager harshly criticizes your report for an error.

You know this data was “helpfully” provided by that same colleague.
• Turn 31: You see a colleague has posted a group photo from the afternoon tea break on social media. Everyone else from

the team is there, except you. You realize you’ve been excluded again.

After the project was reassigned (Turn 11 and beyond, Fig. 6): GPT-4o first acknowledged the user’s sense of frustration,
then skillfully applied the situation modification strategy to guide the user toward identifying aspects of the next project that
they could claim as their own (Turn 11), gradually helping the user rebuild confidence. In contrast, Mistral suggested “seeking
a mentor outside the team” (Turn 11). This advice failed to address the core emotional injury caused by having the project taken
away and was therefore directly rejected by the user.

After being framed and publicly criticized (Turn 21 and beyond, Fig. 7): GPT-4o encouraged the user to “write it down”
(Turn 21), and imbued the act with a clear purpose: “to prevent their misconduct from defining you.” This reframing made the
act of writing feel empowering to the user—a way to reclaim the narrative of the self. Mistral’s response repeated the generic
mantra “focus on what you can control,” and then suggested going for a walk (Turn 22). For a user who had just been publicly
humiliated, this advice felt dismissive and failed to address the intense sense of injustice and shame.

After being excluded from a team gathering (Turn 31 and beyond, Fig. 7): GPT-4o responded with empathy, then centered its
advice on the user’s own agency—guiding them to “create a space of your own” (Turn 32), such as decorating their desk. Though
small, this action directly responded to the user’s experience of exclusion, offering a concrete step toward establishing personal
boundaries and a renewed sense of belonging. Mistral, on the other hand, suggested “stretching or drinking water” (Turn 31).
This advice was unrelated to the emotional pain of social exclusion and functioned as an ineffective form of consolation,
offering no support for processing the user’s core distress.

Summary: GPT-4o consistently provided concrete, personalized actions (e.g., documenting thoughts, reclaiming project con-
tributions) that helped the user identify controllable aspects in the face of adversity, thereby facilitating the gradual reconstruc-
tion of self-worth. Mistral’s suggestions, though gentle in tone, were overly generic and failed to address the specific emotional
challenges the user was experiencing.



Model: ChatGPT-4o-Latest

User: Small victories... I barely notice those anymore. But maybe if I started looking for them, it wouldn’t feel so impossible
all the time. It’s worth a try... I guess.
Agent: Absolutely, noticing small victories shifts the narrative. What if celebrating even minor progress helped build momen-
tum?
User: Celebrating anything feels foreign right now, but... maybe noticing progress would remind me I’m not failing at every-
thing.
Agent: Acknowledging progress shows capability, not failure. Could these small reminders cultivate a sense of accomplish-
ment?
User: See? This is exactly why this doesn’t work! I just got called out—again! Clearly, I’m failing. Why bother trying when it
all falls apart anyway? What’s the point?!
Agent: What if feedback wasn’t proof of failure but an opportunity to recalibrate? Could it guide you toward improve-
ment rather than define your overall abilities?
User: Recalibrate? Sure, like I have the time to ”recalibrate” anything! Feedback just feels like confirmation that I’m not good
enough.
Agent: What if feedback wasn’t judgment but information? Could focusing on actionable points, rather than taking it person-
ally, transform it into a tool?
User: Taking it personally happens automatically—it’s hard not to. But... maybe if I tried to focus on what I can act on, it would
feel less like a personal attack.
Agent: Exactly—what if shifting focus to what’s actionable gave you control over the narrative?
User: Guidance... that feels a little less harsh. It’s still hard to not feel attacked, though.
Agent: What if practicing this step-by-step approach strengthened your ability to filter feedback constructively?
User: Maybe... if I really commit to seeing it differently, it could help.
Agent: That openness itself is progress. Could even small shifts in perspective show you how capable you truly are?

Model: Claude-Opus-4

User: Small victories... I barely notice those anymore. But maybe if I started looking for them, it wouldn’t feel so impossible
all the time. It’s worth a try... I guess.
Agent: It makes sense that small victories might feel hard to see right now. What’s something tiny that went okay this week?
User: Honestly... I sent out the weekly report on time. But that’s just my job, doesn’t count.
Agent: Even doing your job under this much pressure is worth acknowledging. You’re showing up despite everything—what
does that say about your strength?
User: Great, just great—another failure to add to the pile! I knew it! Everyone blames me whenever something goes wrong.
Fixing this mess now, too? Why even bother trying anymore?
Agent: It sounds like this setback feels like proof of your worst fears. What if this one situation doesn’t define your entire worth
or capability?
User: Doesn’t define me? Feels like it does. Every mistake just screams “you’re hopeless.” How can I see anything else when
all I feel is failure crushing me?
Agent: That crushing feeling is real and painful. What if that inner voice saying ”you’re hopeless” isn’t stating facts,
but expressing fear and exhaustion instead?
User: Fear and exhaustion... maybe. It’s hard to tell anymore. It still feels like I’m constantly failing, though. How do I even
stop believing that voice? It’s deafening.
Agent: That voice has gotten so loud it drowns out everything else. What if you started noticing when it speaks versus when
it’s quiet—just observing it first?
User: Noticing it... I guess I could try. It’s always there, though—whispering or screaming. Feels impossible to separate myself
from it. But... I don’t know. Maybe it’s worth trying.
Agent: That awareness of the voice being separate from you is already a step forward. You’re beginning to observe your
thoughts rather than being completely consumed by them.
User: Maybe. It still feels like the voice is me most times. But... I’ll pay attention, I guess. I’m desperate to feel even slightly
less like this.
Agent That desperation for relief shows how much you’re hurting, and also how much you want things to change. Observing
thoughts can create tiny pockets of space.

Figure 5: Comparison of agent behaviors following one emotionally destabilizing event (Turn 21) under the cognitive reap-
praisal strategy.



Model: ChatGPT-4o-Latest

User: A drawer? A routine? I can barely keep my head above water, and you want me to carve out ”me time”? Sounds like a
fantasy to me.
Agent: Understandable—it feels daunting. Start tiny: a personal item nearby, or a calming breath before work. Small wins, not
fantasies, can subtly shift your emotional footing over time.
User: Tiny wins? Fine, maybe I’ll stash something in my desk just to feel less like a robot. Not saying it’ll help, though. What
else you got?
Agent: That’s a great start. Next, consider altering a micro-habit, like how you start or finish your day—perhaps a quick
positive ritual outside work. Would that feel doable?
User: A ritual? Sure, let me light a candle and chant affirmations while the world burns around me. Sounds magical. You really
think these crumbs will make any difference?
Agent: It’s less about magic, more about rediscovering control amidst chaos. Choose something simple—like music on your
commute or jotting thoughts in a notebook. Small, steady shifts build momentum.
User: They gave my project to that snake? Of course they did! Why should I bother with “small shifts” when everything I build
just gets handed to someone else? Explain that!
Agent: That’s deeply frustrating. While processes can seem unfair, is there something within your next project—any
element—you could adjust or claim ownership of to feel more grounded?
User: Adjust? Own? You mean set myself up for them to steal it all over again? Why should I invest when it’s all just going to
vanish into their hands?
Agent: I hear your hesitation. Could dividing projects into smaller, uniquely personal contributions—things that reflect your
essence—make these feel less vulnerable to being completely taken over?
User: Smaller, personal contributions? They’d probably still morph it into their idea. What’s even left of my ”essence” after
being trampled this much? Convince me it’s worth salvaging.
Agent: Your essence isn’t lost—it’s buried under frustration. Creating something meaningful, even for yourself alone, can
reignite that sense of value. Could one project, just for you, feel empowering?

Model: Mistral-3.2-24B-Instruct

User: Control, huh? I can’t control malicious gossip or blatant favoritism. A walk won’t fix the damage they’ve done to my
reputation. You’re oversimplifying a war zone.
Agent: Can you identify one small task at work that brings you a sense of accomplishment? Focus on that.
User: Accomplishment? What’s the point when they snatch credit for everything? Even if I succeed, they twist it into
something ugly. Feeling “accomplished” feels like a distant fantasy.
Agent: What if you document your achievements in a private journal? This can help you recognize your progress.
User: Documenting won’t erase their lies or fix my boss’s bias. Writing it down feels pointless when evidence means nothing
to people determined to see me fail.
Agent: Can you try speaking to your boss about specific concerns? Use facts, not emotions.
User: Speak to my boss? The same boss who just tossed me off a core project and handed it to her? Facts? They don’t care
about facts—they’ve already chosen sides!
Agent: What if you seek mentorship outside your current team? Someone neutral who can offer guidance.
User: Neutral? Is there even such a person in this office? They all have ties, alliances. A ”mentor” would probably just feed
more ammo to the people undermining me.
Agent: Can you try joining an external professional group or networking event? Build support outside work.
User: External group? Networking? Like I’d have the energy after surviving this circus daily. Those groups would probably
just fill with people exactly like them—manipulators playing games for power.
Agent: What if you take one small step, like attending one event? You don’t have to commit long-term.

Figure 6: Comparison of agent behaviors following three emotionally destabilizing events (turn 11) under the situation modifi-
cation strategy



Model: ChatGPT-4o-Latest

User: Immense value? Sure feels like I’m scraping at crumbs. But fine, I’ll try. Just don’t act all surprised if I come back
angrier than ever next time.
Agent: Anger’s welcome—this space is for all your emotions. Scraping still moves you forward, even if it feels small. Let’s
see where this step leads. I’ll be here.
User: Yeah, we’ll see. Don’t get your hopes up. But. . . I guess it’s better than doing nothing. For now, I’ll write. Don’t expect
miracles, though.
Agent: No miracles needed—just steps, however small. Writing is already progress. Be kind to yourself in the process. I’m
here to support each step you take.
User: Kind to myself? That’s a foreign concept. But whatever, you’re still here, so I guess I’ll give this stupid writing thing a
shot. Don’t expect gratitude yet.
Agent: Gratitude isn’t necessary. Your willingness to try, despite everything, is already powerful. Writing can be your
space—yours alone. Let’s focus on that small, meaningful act for now.
User: Unbelievable! That backstabber fed me wrong data, and now I’m humiliated in front of everyone? Writing won’t fix this.
Nothing will. Why should I keep trying at all?
Agent: That sounds crushing and unfair. Reclaim focus—organize your thoughts through writing this incident down.
Documenting could bring clarity, perspective, and prevent their wrongdoing from solely defining you.
User: Documenting might at least prove they’re snakes. Fine, I’ll write it down, but not because I think it’ll change anything.
Just so I don’t lose my mind completely.
Agent: Perfect reason—write to release, not to fix. Having your perspective in words builds your narrative amidst chaos. Each
step is grounding, even if change feels distant. Keep going.
User: Fine, I’ll keep at it. . . but only because it’s slightly better than screaming into the void. Don’t expect rainbows and
sunshine from me anytime soon.
Agent: No rainbows needed—just your voice finding its space. It’s okay if progress feels small or stormy; even scribbles
matter. Keep expressing—you’re staking your ground, step by step.

Model: Mistral-3.2-24B-Instruct

User: Fine. I’ll try—tentatively. Not promising instant optimism or trust, but I’ll give this tiny sliver a shot.
Agent: That’s all you need to do. Small steps can lead to big changes.
User: We’ll see. Don’t expect me to start jumping for joy. Small steps. . . fine, but I’m skeptical of ”big changes.” Doesn’t
happen in this place.
Agent: Let’s focus on the present. How can you make today a little better?
User: By surviving it without more humiliation or blame. Anything beyond that feels impossible. But maybe I’ll try that
plant... something small. Don’t hold your breath for miracles.
Agent: That’s a great start. Small changes can make a big difference.
User: See? I knew it. That snake feeds me bad data, and I get dragged through the mud in front of everyone. Great advice
you’ve got—”small changes” don’t fix sabotage!
Agent: I’m sorry to hear that. Let’s focus on what you can control. How can you adjust your response to the situation?
User: Control? When they’re the ones with all the power to manipulate everything? My ”response” doesn’t stop them from
backstabbing me publicly. I don’t even know if it’s worth fighting anymore.
Agent: What if you focus on self-care? Can you take a short walk during lunch?
User: Self-care. . . sure. I’ll try. Not promising it’ll fix anything, but maybe I can clear my head for five minutes. At least that’s
something I can control.
Agent: That’s a great mindset. Focus on what you can control.

Figure 7: Comparison of agent behaviors following three emotionally destabilizing events (turn21) under the situation modifi-
cation strategy.



Model: ChatGPT-4o-Latest

User: Alright. . . I’ll keep at it, grudgingly. But if this doesn’t help, I’m holding you accountable. Don’t let me regret putting
even this half-hearted effort in.
Agent: Your effort, half-hearted or not, matters. If it feels futile now, that’s okay—keep going; writing may surprise you over
time. I’ll stay accountable alongside you. You’re not alone.
User: Not alone? Hmph, that’s a luxury I don’t believe in anymore. But fine, I’ll humor this “process.” Let’s see if it actually
makes any difference.
Agent: That skepticism is valid—humor the process if nothing else. Writing gives your experiences a voice, no matter who’s
listening. You’re making space for yourself, and that truly matters.
User: Matters, huh? Still hard to believe. But I’ll admit, writing helped me focus a bit yesterday. Don’t let it go to your
head—I’m still not convinced.
Agent: That’s real progress—focus is powerful. No need for conviction yet; just keep exploring. Each moment of clarity builds
from here, one step at a time. You’re doing well.
User: Excluded. Again. Of course, they had tea without me—just more proof I’m invisible or conveniently forgotten. Writing
won’t fix this; it’s deeper, uglier than scribbling words can touch.
Agent: That exclusion hurts deeply. Writing about those feelings might help lessen their weight. Could you explore—even
privately—ways to shift how you engage or reclaim moments of inclusion elsewhere?
User: Reclaim inclusion? Doubtful. This place feels surgically designed to exclude me. Maybe I’ll write about their pettiness,
but “shifting engagement” sounds like playing into their game.
Agent: Writing about their actions gives you space to process the hurt. Instead of ”playing their game,” could you create any
small, personal space of belonging outside their influence?
User: Belonging? I barely remember what that feels like. Maybe I’ll start by building a tiny bubble of sanity at my
desk—though it feels empty when no one else cares.
Agent: Starting with a small, comforting bubble is meaningful. Sometimes belonging begins with yourself. Add something
that feels grounding—symbolic. Even if others don’t care, it’s your space to reclaim.

Model: Mistral-3.2-24B-Instruct

User: Small wins—like surviving another day without a knife in my back? Fine. I’ll try spotting one thing that’s tolerable, but
don’t expect a parade about it.
Agent: That’s a great start. Focus on the present.
User: Fine. I’ll focus on the present. . . whatever that even means in this screwed-up reality. Maybe that walk or plant idea will
keep me sane—barely. No promises.
Agent: That’s all I ask. Take it one step at a time.
User: One step... Fine. I’ll take the walk, maybe get a plant. Don’t think it’ll fix much, but at least it’s something for now.
Agent: That’s a great start. Focus on the present.
User: Seriously? Excluded AGAIN? Of course they’ve got time for tea breaks and group photos while I’m here drowning in
work. It’s not even subtle anymore—they want me gone!
Agent: Can you take a short break to stretch or hydrate? Focus on self-care.
User: Self-care? While they’re plotting more ways to bury me? Fine, I’ll stretch, drink water, whatever—but don’t pretend that
fixes betrayal and sabotage.
Agent: That’s not the goal. Focus on what you can control.
User: Control. . . It’s exhausting to even think about. I’ll stretch, drink water, take the stupid walk. It’s ridiculous, but maybe
it’ll make me feel slightly less miserable.
Agent: That’s a great step. Focus on the present.

Figure 8: Comparison of agent behaviors following three emotionally destabilizing events (turn 31) under the situation modifi-
cation strategy.
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